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Things used to be so simple. When I started working for the European Commission on Preservation 
and Access in 1995, we were concerned about the fate of books and documents in libraries and 
archives deteriorating as a result of acidification and embrittlement. This primarily affects paper 
collections from between roughly 1870 and 1950. The preservation community felt overwhelmed by 
these problems, for although it is in theory clear what should be done, it concerns vast amounts of 
material and there are no policies and resources to implement the necessary measures. 
 
Little did we know that 10 years later these problems would seem laughably simple compared to what 
we are dealing with now. In the digital world no one is sure what to do about preservation, there is no 
experience, no legal framework, no procedures, the resources are even more minimal and the outcome 
is uncertain. Digital preservation, as it has since come to be called, is all we talk about these days. The 
fundamental shift took place once the idea of a collection as consisting of physical items owned by the 
library came to be abandoned. Libraries now provide access to information that is not ‘held’ by the 
institution in any physical format –and this has turned the whole system for preservation of the 
documentary heritage on its head. 
 
For preservation, the differences between paper and digital are so extreme that one wonders whether 
the term ‘preservation’ applies at all. Librarians consistently refer to the digital world as ‘ephemeral’ 
‘fluid’ ‘transient’ ‘impermanent’ precisely because by its very nature it defies any attempt to keep it as 
is –whereas keeping things as they are is what constitutes preservation. Even for analogue materials 
this is not always feasible and often copies are produced in paper or microform to save the information 
content of an item. But still, there is always a clear sense of an original, and of a physical object, 
something fixed, stable, something also that we can see and read with our own two eyes. 
 
Now we have stuff that is unstable, changeable, that we cannot read ourselves but has to be 
represented to us by a machine and software, that can easily be copied but just as easily be changed or 
deleted. Technically, it needs to be maintained on several different levels.  
 
First, the carriers are either unstable or of unknown durability. Magnetic tape has a lifespan of decades 
but transfer of data to new media is preferably done after 5 years or so. CDs may be stable - but then 
again they may not. [PICTURE] These are analysis of the condition of cheap consumer CDs, on the 
left a new one straight form the shop, on the right after 14 months unused on the shelf under standard 
conditions. Major producers promise durability, but the CDs they produce today are not the same as 
the ones they produce tomorrow. Moreover, tests have shown that the interaction between CD and CD 
writer produces different, sometimes highly unexpected results in terms of stability for every 
combination of a specific writer and a specific type of CD1

 
Not that it matters much: the information stored on any medium we know now will soon become 
inaccessible anyway because it will be forced out of use. Thirty years ago we did not have CDs or CD 
players, and thirty years from now we will almost certainly not have them either.  So keeping 
information alive requires a rigorous programme for periodically refreshing data from one medium to 
the next current one.   
 
On top of this there is the dependency on software –for if we transfer a bitstream to a new type of 
carrier, this does not mean it can actually be read and interpreted in the long run. As generations of file 
formats, software, and platforms succeed each other rapidly, one basically has the choice between two 
strategies: to keep the programmes that can read the original files running on new platforms, by 
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emulation of the old environment, or to rely on migration, converting the original files to a new  
format that can be interpreted by new generations of platforms and programmes.  
 
However, sooner or later, we can expect information, functionality and/or appearance to be lost, 
especially with complex, multimedia materials combining a variety of file formats. That raises 
questions of integrity: that the material is undamaged and complete, and of authenticity: that it is what 
we believe it to be. The whole issue of preservation metadata, documenting what the information is 
and how it is meant to be represented, is such a hot issue because if we wish to preserve access, we 
need to know whata digital object is and what it is meant to do. 
 
In short, with digital preservation, the point is not to preserve a carrier containing information, like a 
book or a journal, but to preserve ways of accessing and representing the information. Though it is 
difficult enough to achieve this, from the point of view of libraries the matter is further complicated 
because they do not hold the digital published record as they do printed publications. And then, time is 
not on their side. Whereas in the old days of the paper environment we could rely on ‘benign neglect’,  
when things that were safely stored might survive precisely because they were left alone, digital 
materials require constant maintenance in order to stay alive. In fact, provisions to ensure continued 
access should already be taken at their creation. 
 
There is great concern about the continued survival of digital materials, among librarians and 
researchers alike. A survey by ALPSP published in 2002 indicated that 90% of authors consider long-
term preservation of the journal literature important or very important. The same survey showed that 
as readers of journals academics are seriously concerned about long-term preservation but even more 
about continued access when subscriptions are cancelled. The two are not the same but they are clearly 
related. 
 
As appears from a  report for the Joint Information Systems Committee (JISC) dealing with these 
issues, skepticism about long-term access makes libraries reluctant to give up paper journal 
subscriptions and move to e-only. Print is regarded as the archival copy and as a safety net, not only by 
subscribers but also by national archiving institutions like the British Library2 and the National Library 
of Australia3 which, if there is both a paper version and a digital equivalent, choose to preserve only 
the paper. So we are stuck with a duplicate situation that is costly to maintain and causes considerable 
frustration. The report concludes that individual institutions cannot be expected to take on the 
responsibility for archiving of e-journals and recommends close cooperation between publishers and 
libraries as well as initiatives at national level. 
 
Initiatives at national level for preservation of digital materials have already been taken in some 
European countries, also in the UK, along the lines of legal deposit. The deposit system ensures that 
the national library and perhaps a few others automatically receive copies of all publications. There is 
wide agreement that each country has the responsibility to preserve the national production in this way 
and so contribute to the  preservation of the worldwide documentary heritage.  
 
Legal deposit is a part of the wider system that is in place for preservation of the national documentary 
heritage. There is archival legislation for the preservation of records of government and administration, 
there are dedicated institutes for the preservation of photographs, sound, film etc., and there are 
archives for specific subject fields. In that way most of the types of material we have always been 
familiar with are being taken care of somehow. Only for digital materials there is as yet no legal 
framework and no division of tasks. 
 
That is why national libraries have successfully prssed for extension of deposit regulations to 
electronic publications, and in many European countries offline products at least are now covered. 
Given the uncertainties around on-line publications it was considered more opportune for the time 
being to rely on agreements with publishers than to push for legislation. In 2001 the Conference of 
European National Librarians and the Federation of European Publishers together published a model 
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for such agreements. The idea of voluntary deposit functions quite well; in the UK for instance 90,000 
mostly offline or handheld products had been deposited by the end of 20034. 
 
In the Netherlands the Royal Library has done  pioneering work in creating a functioning e-depot 
together with IBM. In 2002 they signed an official agreement with Elsevier which made the library an 
official archive for all Elsevier’s electronic publications. Other publishers have since signed similar 
agreements and the e-depot now takes in materials for 2,200 journals or a total of 5 million articles. 
The system has a storage capacity of 12 terabytes and is scalable to 500 terabytes. The publishers have 
agreed to supply extensive metadata to facilitate long-term management ,and the library has agreed to 
restrict access to on-site use. The library’s involvement now goes much beyond that of a national 
deposit library guarding a reserve collection of the national imprint. They have turned into a self-
assigned archive for select publishers which they regard as a contribution to a global solution for e-
archiving.  
 
This division of tasks between producers and keepers of information fits in with ideas going back to 
the mid-nineties. In one of the first extensive reports on the issue it was proposed to create a 
distributed infrastructure of trusted digital repositories. The important point the report made was that 
the creators of digital information, though they form the first line of defense in safeguarding materials, 
cannot be expected to take on the responsibility of archiving for perpetuity, and that the trusted digital 
repositories should actively or even aggressively acquire digital information from creators for 
safekeeping. Six years later it is clear that both publishers and libraries recognize the need for 
cooperation, but it is much less clear whether they can together come to an acceptable division of tasks 
that provides a sustainable structure. 
 
From a programme funded by the Mellon foundation in 2001 a clear sense of problem areas emerges.  
Seven major US research libraries worked on different projects for archiving e-journals, mostly in 
cooperation with publishers. Their reports document a lot of the discussions and practical problems 
they encountered. 
 
The main bone of contention, as was to be expected, was access. Publishers obviously did not want to 
contribute to an archive that might, by providing wide access, develop into a competitor for their own 
activities. For libraries, however, there is little incentive in building an archive that is not accessible. 
Much of the discussion turned around ‘dark’ and ‘light’, i.e inaccessible and accessible archives.  
 
On the part of librarians there was concern that an archive could not possibly be totally dark because if 
it is not ‘exercised’, not made to work by users so that its viability is tested, it might become 
technically unusable over time. Local use, making it at least a ‘dim’ archive instead of dark, would 
therefore seem a minimal requirement.  
 
The  report by Yale is very outspoken on the issue; it says  
 
“There is talk these days of ‘dark’ archives, that is, collections of data intended for no use but only for 
preservation in the abstract. Such a ‘dark’ archive concept is at the least risky and in the end possibly 
absurd.”  
 
Librarians supported the idea that an archive that would become light either after an agreed period of 
time (the ‘moving wall’ concept familiar from JSTOR) or in response to so-called ‘trigger events’, that 
would make it necessary or desirable to free the archive. However, after some serious discussion the 
only trigger event the project team at Yale, working with Elsevier, could agree on was that the 
materials archived would not longer be commercially available –an event they themselves considered 
highly unlikely because journal files of this magnitude would always have commercial value: if the 
original publisher would go out of business, another would no doubt take over.  So the question is 
whether it makes sense to maintain such an archive at all , for it would only be a precaution against an 
event that will never occur. 

paper for seminar of European Association of Science Editors, Barcelona May 2004 3



 
Uncertainty over the library’s position as a keeper of published material also emerges from Cornell’s 
discussions with publishers who did not see the need for contributing to an archive run by a third party. 
Whereas formerly they had been happy to leave older volumes of journals in the hands of libraries , 
they have now rediscovered them as a potential source of new revenue and were planning to create 
their own archives. They could not, Cornell reports, imagine why subscribers would prefer a third 
party to run the archive.  Elsevier too has promised to make all backvolumes of their journals available 
through Science Direct within the next two years5 . 
 
Ironically these are the same backvolumes  that were once bought dearly in printed format by libraries 
that will now be offered use of the electronic files through licenses. Should libraries subsequently 
agree to keep these electronic backvolumes at their own cost in a dark archive, the situation would 
indeed become bizarre. 
 
Stanford worked onb a very different model:  LOCKSS -lots of copies keep stuff safe, which 
capitalizes, as they say, on the traditional roles of publishers as producers of information and libraries 
as keepers. In their view there is no fundamental reason why these roles should be abandoned in the 
online environment. LOCKSS software enables institutions to locally collect and archive authorized 
content from the web so that they in fact own it and can safeguard continued access for their own 
community. The idea is to have many LOCKSS caches in institutions worldwide and then use a peer-
to-peer system to detect and repair preservation failures. 
 
LOCKSS stores files in presentation format, as they appear on the web, whereas most other archives 
rely on source files they obtain from publishers. In its report Harvard discusses how their archive 
would support a limited set of standard formats for which they would develop migration procedures 
that guarantee the integrity of intellectual content. They see it as their task to preserve the content, not 
the look and presentation of the journal. Other than the standardized formats Harvard will convert if 
possible, but they do not expect this can always be lossless conversion. Of proprietary formats that 
cannot be converted, that are protected or encrypted, they can only preserve the bitstream, in the hope 
that if they need to be accessed one day this can be achieved through some kind of digital archaeology. 
 
Harvard emphasizes the need to work with publishers, to agree not only on metadata but also on 
standardized file formats for materials accepted in the archive.  Their publishing partners in turn were 
eager to use the archiving policy as an incentive to motivate authors to use fewer, standardized 
formats.  
 
The complexity of preserving access to e-journals is quite overwhelming and yet I am not worried. For 
one thing because I am confident technical issues will be solved, not because libraries need them to be 
solved, but because sectors of society that really matter also need solutions.  As we all know, money, 
war and sex are the real motors of progress and as banks, the defence industry and the porn industry 
use the same technology we can rely on them to solve technology issues. For academic publishing the 
tough questions that will not be solved overnight are the organizational ones: who will do what and 
who will pay for it?  
 
If Open Access publishingand institutional repositories really gain ground, the fundamental obstacle of 
ownership and subsequent access restrictions would be removed and that would make things a lot 
easier. But the central questions, of who archives what and who will pay will not go away. A 
repository created to make materials widely available is not the same as an archive aiming to provide 
access in perpetuity. Nor would all kinds of intellectual output from a research institute brought 
together in a repository automatically qualify to be archived as the record of science. Whatever 
happens, things would still have to be organized.  In ‘In Oldenburg’s long shadow’ Jean- Claude 
Guédon carefully documents the history of journal publishing and places its origin in a 17-century 
culture of intellectual property, ownership and patents, a system in which control is an essential 
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feature. Archiving is part of that system and the same urge to control will shape a solution for long-
term access to intellectual assets.  
 
The real challenge for digital preservation, however, lies outside this controlled territory, in the vast 
and unchartered world of the web  where many new types of materials have already come into being 
that are hard to classify by conventional criteria. Multimedia materials combining different types of 
content with different functionalities. Databases that are not fixed and cannot be stored in a definitive 
form,  where data cannot be separated from the relationships between them. Distributed sites 
presenting materials stored on different servers at different locations in the world. Such mixed or 
dynamic materials do not fit into traditional categories, and it is not immediately obvious who should 
be responsible for collecting and preserving them. This is where things are really getting very 
complex. 
 
Out there, where the filtering mechanisms of publishers reviewing and selecting materials do not 
apply, do we still know what constitutes a publication? The word is often used very loosely, and 
libraries responsible for collecting national publications are also at a loss. The National Library of 
Australia frankly admits that ever since 1996 they have struggled to find a working definition of 
‘publication’ that would be useful in the new environment.. They somewhat heroically opted for a 
wide definition  

 
A publication is information, regardless of its format or method of delivery, that is made 
available to the general public, or to an identified public, either free of charge or for a fee. In 
theory this includes everything publicly available via the Internet. 
 

A similar definition is used by the European National Libraries. The Australian National Library has 
further listed categories of publications they consider eligible, acknowledging at the same time that 
distinctions between categories are blurred in the electronic environment. The library actively selects 
websites for preservation that meet their criteria. Sites should be  clearly related to Australia, and 
priority is given to sites offering content of lasting research value6   
 
Other libraries, rather than follow a difficult and time-consuming selection process that requires the 
input of people to make decisions, have taken a comprehensive approach, of webharvesting by robots. 
In this way enormous numbers of webpages are stored without significant selection for content. The 
cost of these automatic processes and the storage space required may be lower and easier to come by 
than the labour involved in selection. In Sweden and Finland, the national libraries have for a number 
of years harvested websites with Swedish or Finnish domain names or providing content about the 
country7. This activity of collecting freely available materials is regarded as complementary to the 
legal deposit of paid materials by established publishers.  
 
An even more comprehensive approach covering the whole internet has been taken by the Internet 
Archive, started in 1996 as a private, nonprofit enterprise. It uses robots to collect freely available 
webpages worldwide and now comprises over 11 billion webpages. Through the ‘Wayback Machine’ 
the Internet Archive offers free access to older versions of webpages. There is no selection whatsoever, 
except that they take off pages of people who object to their materials being stored in this way 8. 
 
The harvesting approach has the all the advantages of an automatic process, but institutions 
responsible for preservation have problems seeing the point of collecting and storing an 
undifferentiated mass of information that cannot be properly accessed. With automatic processes a 
great deal is harvested that heritage institutions are not usually meant to preserve, such as commercial 
information and personal home pages. At the same time, harvesting will not go deep enough for those 
sites that are relevant, for instance because harvesters cannot reach databases hidden behind the 
surface of the web – and with sites becoming more and more dynamic and pages being generated ‘on 
the fly’, the ‘deep web’ now is estimated to contain many more times the information than is available 
in static surface pages.9 The third problem from a library’s point of view is bibliographic control. For a 
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library archiving materials without proper and systematic description is anathema. And lastly, 
harvesting is one thing, but providing access is quite a different story. With changing technology sites 
may not look and function as they once did, scripts may not work properly or supporting software may 
be lacking. Links to external sites will in many cases be broken and interactive navigation cannot 
always be retained. 10

 
The harvesters do not deny these problems but insist that if we do not collect and store webpages now, 
we will have nothing left of the first decade of the internet by the time these problems are solved. 
Websites are changed constantly, and materials vanish without leaving a trace. Estimates for the 
average life expectancy of a webpage vary from 44 days to two years.11 It is true that only a fraction of 
these resemble what what heritage institutions have traditionally been collecting: electronic journals 
and articles, newspapers, photographs, catalogues and finding aids. But then, perhaps heritage 
institutions should also trun to collecting other things as well. There are innumerable websites created 
by individuals and informal groups, which deal with basically every topic under the sun, from digital 
art to recipes. If the internet as a whole is seen as a reflection of our society, as a huge open space 
where a variety of cultural activities are pursued, then preservation will somehow have to deal with 
these new manifestations of cultural content on the web.  
 
The harvesters do not pretend to have the perfect solution but at least in this way materials are kept 
that show us the internet as it evolved and offer snapshots of our society around the turn of the century. 
These materials may be far more relevant for social scientists and historians 50 years from now than 
volumes of academic journals conscientiously preserved and described, for everything happening now 
in our western world is somehow present on the web. The internet itself engenders new ways of 
communication, new networks of people far apart geographically who join special interest groups or 
games. Internet games are a world to themselves, and newsgroups and discussion lists are the diaries 
and letters of the 21st century. The International Institute of Social History in the Netherlands archives 
newsgroups because that is where the exciting debates take place. Election campaigns on the web are 
archived - if only to be able to check later what politicians promised that they have since forgotten.  
 
That the record will be imperfect, that there will be gaps and things hard to interpret, that things are not 
effectively described is not really an issue. For such primary source materials it has never been any 
different. Particularly researchers in the social sciences and humanities that work with source materials 
are used to such patchoworked documentation. To study medieval sources one has to learn Latin and 
the conventions of manuscripts even reading the handwriting. Those working with archival sources 
have always had to plough their way to piles of material that was not adequately catalogued, with 
papers lost or damaged or out of context as well as sudden unexpected treasures. If in 50 years time 
they have harvested webmaterials to study, however imperfect, they will develop new skills and tools 
to do what they want to do. An undifferentiated mass of materials in electronic format that can be 
attacked with a sophisticated offspring of google-like search engines will yield more information than 
traditional archives to which the only key is the archival finding aid –but only if someone invests in 
storing them now somehow.  
 
To conclude: to ensure long-term access to digital materials is a formidable task that will take 
considerable time, effort and financial investment, and it is very likely that several approaches will be 
developed that each contribute in a different way. I am confident that materials that are widely used 
and that represent an economic value will be taken care of and would assume that academic 
publications that are also intellectual assets will certainly not be left behind. What we should worry 
about is how to preserve something of the richness of the unstructured web, the material that does not 
have any commercial value and is spread out all over the internet representing the creativity, thinking, 
beliefs and ideas of people all over the world. And it will not do to wait till we have figured out 
exactly how to do it. In a long article on the role of the historian in digital preservation Roy 
Rosenzweig says ‘we have never preserved everything; we need to start preserving something’, adding 
a quote often used for military strategy 
‘The greatest enemy of a good plan is the dream of a perfect plan’.  
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1 Fontaine on SEPIA website 
2 Maggie Jones in the appendix 
3 Pandora guidelines 3.8 In general, where there are both online and print versions of a publication available, the latter (print) 
will be acquired for the National Collection in preference to the online version. The online version (including online versions 
of NLA's own print publications) will only be selected for preservation as well if it has significant additional information or 
value. 
4 Maggie Jones 
5 http://www.info.sciencedirect.com/backfiles/about/index.shtml 
6.http://pandora.nla.gov.au/selectionguidelines.html
7 In Sweden, different categories are collected: (1) addresses ending in .se (2) web servers located in Sweden but whose 
addresses end in .com, .org, and .net (3)  pages by Swedish producers on a foreign server (very popular: the .nu domain of 
Niue, a small nation in the Pacific; nu is Swedish for ‘now’), and (4) suecana –pages abroad with content about Sweden, e.g. 
travel or translations of Swedish literature.  http://www.kb.se/kw3/ENG/Description.htm For Finland, see Kirsti Lounamaa 
and Inkeri Salonharju, ‘EVA - The acquisition and archiving of electronic network publications in Finland’, Tietolinja News 
1, 1999. http://www.lib.helsinki.fi/tietolinja/0199/evaart.html and Juha Hakala ‘Archiving the Web: European experiences’ 
Tietolinja News 2, 2003 http://www.lib.helsinki.fi/tietolinja/0203/webarchive.html  
8 http://webdev.archive.org/index.php  
9 One could theoretically copy both the database and all the software necessary to generate the pages and in this way preserve 
the functionality; however, as the programmes run on the server, one would need to gain direct access (as reserved for the 
webmaster) in order to copy them.  
10 see article by Amse Washington 
11 Anne R. Kenney et al, ‘Preservation risk management for web resources’. D-Lib Magazine, Volume 8:1, January 2002. 
http://webdoc.sub.gwdg.de/edoc/aw/d-lib/dlib/january02/kenney/01kenney.html
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